
Lecture 3

Quantization

Most people have a good idea how music becomes a groove in an LP record: a microphone converts 
sound waves to electrical waves, and these are duplicated in the grooves of the phonograph. It's very 
similar to the process on a tape recorder, but the impulses are converted to magnetic "waves" on  the 
tape. 

The CD has to be wildly different: it represents music as numbers, and the numbers are somehow 
written to the CD. Let's start with the "writing" process. The amplitude of a sound, f(t),  has been 
sampled, once every T seconds.  Here’s what I imagine a CD signal would look like. 

The time is evenly spaced on the CD (somehow), and the height represents the amplitude of the 
soundat that instant. Unfortunately, this doesn't make a lot of sense. The signal that’s put on the CD 
is either zero or one. It’s represented by a pit, laser-burned into the CD: photo below. 

FYI on this: the pit has to be flat on the bottom. In fact, the system works by shining a laser light on 
the surface of the CD. If there's a pit, the light is reflected back and interferes with itself. The depth 
of the pit is rigged so that the interference cancels out the light beam, and a detector picks up the 
sudden decrease in light intensity. 

For this to work, the depth of the pit has to be one-quarter the wavelength of the laser light used to 
read the CD. Check it out, here. 



The moral is, though: a single pit doesn't allow any expression of amplitude. The amplitude must be 
coded, then expressed in terms of "pits'. This takes several steps. 

The first step is to quantize the signal. Amplitudes are represented in binary:

This reduces amplitudes to zeroes and ones. Now there's a problem: not every number has a finite 
binary expansion. But CD's definitely only have finite data -- like 16 songs at most!

So -- the trick is, limit the number of bits used in the binary expansions. Only sixteen bits are used, 
giving sixteen spots on the CD, reserved for each binary number.

Finally, the spots are written onto the CD something like this: 

The space between (n-1)T and nT is subdivided into sixteen portions; each portion holds a one 
or zero. Together, they represent a sixteen-bit binary number. The particular number above is 
1010101000000000. 

This system of representing amplitude is called pulse-code modulation, but in fact, this isn't what 
is actually used. PCM assumes that digital circuits can handle any string of zero’s or ones’s equally 
well. This is not the case; constant switching between 0 and 1 can cause errors. Chip's site tells us, 

"CDs use an encoding scheme called Eight to Fourteen  Modulation (EFM) which 
avoids really short pits or  having pits too close together by ensuring that there are  
always at least two 0 bits between any 1 bit."
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Actually, even this isn't quite right. The data written to CD is encoded first, using an error-correcting 
code. That way, the system can detect glitches and correct them automatically. We won't go into the 
theory of error-correcting codes, but it's a fascinating mathematical subject. 

It does bring up a question, though: why are we going through this? Because each of the steps we've 
talked about introduces some problems, and Fourier ideas can be used to think about them. 

First, a small problem: PCM as described can’t represent any negative numbers. This could be 
handled by assigning one bit to represent sign. 

A second issue: how do we actually quantize? How do we distribute positive and negative numbers 
among the 2^16 = 65,536 levels of sound allowed us in a 16 bit scheme? 

One scheme is to divide amplitudes between -A and A,  with level -A corresponding to 0, then 0 
to 32,768, and finally A to 65,536. The advantage to this is that no matter what the signal, zero is 
always at the same place. Then, the region between amplitude 0 and amplitude A is subdivided into  
32,768 equally sized regions. 

The problem with such a scheme is that amplitudes greater than A cannot be represented at all; the 
best such a system can do is to code them the same as A itself is coded. This effect is called clipping; 
of course the same thing happens for amplitudes below -A. Situating our zero amplitude half way 
between 0 and 65,536 guarantees that large positive and large negative amplitudes will be clipped 
equally. 

The picture below shows the effect of clipping a sine signal with A = 1.5.  

We can represent the clipping of arbitrary functions vis the the clip operator, defined as:

clipA[f ](x) =





f(x) if |f(x)| ≤ A

A if f(x) > A

−A if f(x) < −A



Lab Project: Try implementing clip in Matlab, then using it on a variety of music, but particu-
larly on a nice sine signal. One very very cheap way to do this is to construct a sine wave in Matlab, 
with a frequency you can actually hear, then give it a fairly large amplitude, and use wavwrite to 
save it. Matlab will give you an error message, that te signal has been clipped: your A is larger than 
the coding Matlab handles. 

For the music, try clipping it at 1/2, 3/4 and 15/16 of its maximum value. How does each sound? 
Better still -- what do the spectrograms look like? 

An interesting computation, either using the symbolic toolbox, or by hand: compute the exact Fou-
rier Series of clip[sin(2*pi*x)].  

There are all sorts of ways to avoid clipping; one is to use unequally spaced quantizing intervals. It’s 
generally agreed that you shouldn’t mess with the intervals near zero, the low-amplitude parts, but 
if the very high amplitudes were squished down, you wouldn’t have to clip ‘em. The log function is 
perfect at such a job; you apply log to compress a sound, quantize with a uniform quantizer, then use 
an exponential to expand the sound back. The term for compressions/’expansion is “companding”. 
Variants of the log functions can be used, leading to the “mu-law compander.” It's used as a standard 
in telephone transmission, at least in North America and Japan. 

And of course you’re welcome to examine this in lab; it might be interesting to see what clipping 
versus companding does to music that varies quickly from quiet to very loud. Which system pro-
duces better sound?

The main point of this section is to look at the number of bits used in quantization. The sound on 
music CD’s is standardized at 16 bits; telephone uses 8 bits. It’s said that you can actually follow 
conversations with only two bits, which would be an interesting lab thing to try. What’s the effect? 

There’s a good analogy to understand quantization:  drawing curves on a computer screen. If you 
draw every object in terms of square pixels, straight lines get quantized into collections of blocks, as 
in the picture below. 



Now, take a sine wave of really small amplitude: 

It gets replaced by a signal that’s either zero or one . . a square wave. The square wave is one of 
those signals that has sudden transitions, hence high frequencies. Whereas the original signal had 
only  a low-frequency sine. 

This is an example of the addition of noise to a sound, because of quantization. Below, a signal has 
been quantized; left, the spectrogram before quantization; right, after. 

Not hard to see the tremendous amount of high frequency noise added by quantization. 

Now, your first task is to imitate this in Matlab. Write a quantizer, that reduces a sound to n bits, 
where 1 < n < 16. Then take a variety of sounds, quantize them to small n, and see the effect on the 
spectrum. 

Below, we've done this for you, with decimal digits instead of binary (as would be actully used). 
First we took Shakira's Suetre (English) and used three decimal digit quantization. Below, left, the 
numbers; right, the spectrogram.



Now, two decimal digits, but this time with a graph of amplitude: 



One digit -- you can finally hear the difference:

The graph explains the spectrogram: the graph is becoming like a bunch of square waves, each of 
which has a spectrum including lots of high frequency components. 



finally, just for fun -- zero digits -- that is, either on or off:

The very odd thing is that you can still make out the words in the song! 

Finally, look at the difference between the original sound and the quantized. The literature remarks 
that the difference is, essentially, noise. That is, it is uncorrelated with the original signal, and ran-
dom -- uncorrelated with itself. 

Lab Project: Verify this, by quantizing, subtracting, then doing the cross-correlation. 

This is part of the general theory of quantization. If the quantization error truly is noise, then you can 
treat it via probability theory. Then it is fairly easy to show that if you quantize to n binary bits, the 
signal to error ratio (largest signal to largest quantization error, in db) is roughly 6.02n+1.76 db. For 
8 bits, this is about 50 db -- the kind of noise we only dreamed of with LP or magnetic tape, in the 
sixties. With sixteen bits, it’s around 98 db -- very very low! This is why CD sound is so superior to 
LP. 

The intuitive computation isn’t very hard.  If we use 8 bits for quantization, we’ll get 256 levels. 
The noise must then be 1/256 of the signal. This means you have to have a signal to noise ratio of  
20*log{2^8} or about 8*20* log(3)= 6.02*8db. 

mp3 encoding depends on quantization error being noise. This is a good time to check out the mp3.
pdf and mp3too.pdf files. Basically, mp3 encoding looks at a small chunk of music, and computes its 
spectrum.  Then it looks at masking curves, and asks, “ how many bits do I have to use so the music 
masks the quantization noise”? Usually it’s much fewer than 16 bits, and each bit I don’t have to use 
for quantization allows me to compress the signal. 

As you can probably guess by now, sometimes this whole process goes wrong. The picture below 
shows a periodic signal, of very small amplitude, quantized. 



If you heard this at slightly higher frequency, it would sound like on/off/on/off and so on. Against a 
background of silence, it would be very noticeable and very annoying. Try reproducing this, quan-
tizing a small amplitude, low frequency sine. 

What this shows is that for small amplitude signals, quantization error may not be noise; it may be 
correlated with the signal and non-random. The problem is that the ear tends to tune out low-level 
random noise, but noise that comes in bursts , correlated with the music, is noticeable and annoying.

It can get worse (you knew that). The music on a CD has been filtered (the high frequencies are lim-
ited, refrred to as band-limiting), so that it meets the conditions of the Nyquist theorem, so that there 
will be no aliasing when we sample at 44100Hz. But the quantized signal has been changed to a 
square wave, so all sorts of high-frequencies are added. Any additional sampling that might be done 
will produce aliasing, and that may produce beats with whatever is left of the original signal. 

For example,  a signal, limited to 25hz, is sampled at 50hz. Take a 7hz sine wave, of just the right 
amplitude to be quantized by one bit. So now it’s either 1 or 0, so it’s a square wave of 7hz. It has 
harmonics at 21hz, 35hz, 49hz. With 50hz sampling, you get aliasing at 1hz and at 15 hz. if the alias 
 components are near other main frequencies, you’ll get beats.  The technical term for this is “granu-
lation noise”. See if you can make it happen by quantizing then resampling. 

The solution to all these problems is. . . well, here’s what the solution looks like in pictures. 



At the bottom right is a straight line, all jumpy from quantization (sampled at 72dots per inch to go 
onto my computer screen). At the left, a much less jumpy line. In the world of computer graphics, it 
is called an “anti-aliased” line. You can see what’s been done; pixels have been added to the original, 
to ‘soften’ the hard edges of the line. 

Anti-aliasing is a bad term for sound processing, because “aliasing” has a technical meaning already. 
The term that’s used in sound processing is “dithering”. After the Old English word, “dither”, related 
to “dodder” : here’s the Oxford English Dictionary: 

[Cf. DODDER, DIDDER, DITHER: the form is that of a frequentative, as in patter, shiver, totter, 
etc.: but the etymology of the stem dad-, did-, dod-, is obscure; cf. DADE.] v.  intr. To quake, trem-
ble.

What’s done is, before quantization and sampling, a small amount of random noise is added to the 
music. Then the quantization error at low levels is no longer correlated to the music, and the noise 
that results not as annoying. 

Quantization is a necessary evil, a technique we must use to have digital music, digital images, 
digital anything. But there have been hints that quantization has a bright side -- for example, voice, 
quantized to four digits, is very understandable. It would make sense for telephone companies to use 
only four digits -- think of the saving in bandwidth (the amount of information that would have to be 
transmitted per second) when going from 16 bits to 4 bits!

quantiztion, is, in fact, at the basis of mp3 and JPEG compression. The idea is to take a sound or 
image file, compute the FFT, and quantize the coefficients, then use Huffman or other encoding 
schemes to store the information. It's actually a lot trickier than it sounds; if your music consists of 
one violin note, you don't want to reduce the number of digits representing that note. On the flip side, 
if the violin is playing with an entire orchestra crashing around it, the violin can safely go. 

This tells us two things: first, that we have to decide which frequencies get dropped digits and which 
are left alone. This is usually determined by experiments of people looking at images or listening to 
music. This kind of decision is at the basis of psychoacoustic encoding methods for music. 

The second issue we need to deal with is the fact that the frequencies in a piece of music change 
from minute to minute. For this reason, mp3 looks at only a short segment of music, and encodes 
that, before moving on to the next segment. JPEG does the same thing, but in small blocks -- which 
is why a low-quality jpeg image looks blocky. 

Lab Project: Let's ignore all the subtleties. Back in the "Power" application paper, we gave some 
suggestions on compressing music based on the amount of power in a given frequency. Let's redo 
that. Take the FFT, and again compute the power. Now, instead of dropping frequencies with low 
contribution to the power, use fewer digits to represent their coefficients. Now take the IFFT, and 
compare the sound to the original power-only based compression. Of course, you won't see any com-
pression in size of the signal, as we're not Huffman-encoding. But, has the sound quality improved? 



Lecture 3

Spectrograms
It is tough to get timing info from a FFT: we saw that back in the Week 2 lecture, on Power and Phase. In fact, 
the FFT had a hard time telling whether things were going forward or backward. The information is completely 
lost when we look at power alone; it is kept in the phase, but is coded in ways that are hard to read. 

The spectrogram is a clever trick to get time info. Say you have some data sampled at 1024Hz, and you have 
3min of data -- 3072 data points. Chunk the data into pieces of size 128, and take a 128-point FFT. Each FFT 
will represent what has happened over an eighth-of-a-second. So you can track how the frequency changes over 
time!

Unfortunately, it ain’t so easy: the Uncertainty Principle also has a word or two to say. A 128 point FFT of data 
sampled at 1024Hz can only see 8 frequency chunks. So you lose a good sense of what frequencies happen 
when. 

That’s uncertainty. The hope is, that by adjusting the size of the chunk, you can detect the frequencies you want. 
The technical term for “chunk” is “window”, and you’ll want to adjust window size. 

There’s a second issue: say your window is 128 points long. Win1 covers points 1 to 128; Win2 points 129 to 
256, etc. But what if the event you want to see lasts from point 120 to 175? It’s a long event, so it’s no good try-
ing to change window length. The problem is with where the windows are placed, not how long they are. If only 
the original window could be slid back eight points. But then it’d overlap eight points with the data in Win1....

So, while we’re thinking of programming this, we also ought to implement overlap. Just in case. 

Finally, we’re getting a bit too much data: we have frequency, and power -- but now we have time. That’s a 3D 
graph! 

Fortunately, there’s a Matlab function that does it all; it’s called spectrogram. Let’s try it. 

>> x=linspace(0, 1, 1024);

% I’m taking the interval from zero to one as my basic unit of time, and pretending that means 
% “one second”. I chunk it into 1024 pieces, so this gives me a sampling rate of 1024Hz.

>> s1=sin(2*pi*80*x);
>> s2=sin(2*pi*160*x);

% Two sine waves, at different frequencies. I want to see how uncertainty affects my
% ability to see the two frequencies.

>> s=[s1 zeros(1, 128) s2 zeros(1, 128) s1+s2];

% A signal starting with s1, pausing for 128/1024 sec, then s2, another pause, then 
% the two frequencies together. 



Now comes the big one:

>>spectrogram(s, ones(1, 256),0,256, 1024, ‘yaxis’)

Nice picture ... what’s it mean? 

Let’s start with spectrogram(S, B, C, D, E, ‘yaxis’)

S is the signal. 

B tells the window to use.  ones(1, 256) gives bunch of zeros, followed by 256 ones, then back to zeros. A 
simple on/off window of length 256 points. You could taper at the ends, do anything you wanted, by changing 
ones(1, 256) to a different set of numbers. 

C tells the overlap between windows; here it’s set to zero. This will make the graph look chunky: chunks of 
length 256, to be exact! 

D tells me how long a FFT to use. 256 seems to make sense with a length 256 window...

E tells me the sampling frequency. That allows Matlas to label the x-axis with the correct time, and the y-axis 
with the correct frequency. 

And speaking of:   ‘yaxis’ tells Matlab to put the frequency along the y-axis. 

One second here: if x-axis is time, y-axis frequency, then z-axis is power. But -- spectrogram uses a trick: it uses 
false color to indicate the z-axis. (Actually the z-axis is still there, but for now think: color=height)



For comparison:

>>spectrogram(s, ones(1, 128),127,128, 1024, ‘yaxis’)

Here we have a shorter window, which makes things look less chunky, and we have an overlap of 127 points 
-- which produces a very smooth looking graph. With much amazing and interesting detail. 

Very pretty, and one can spend hours, harmlessly playing with spectrograms. Let’s look at the information we 
can get from it. Start by magnifying the picture until you can see the scales. The y, or frequency, axis runs from 
0 to 512. That’s because the sampling rate is 1024Hz, so the Nyquist limit is 512Hz. Similarly, the x or time 
axis is a bit over 3 seconds. That’s because  we took three one second sounds with two eighth-second pauses. 

Now look at the picture itself. The color bar at the right tells us that the deeper reds represent the frequencies 
where the power spectrum is highest. In the first second of time, that’s concentrated between 80 and 90 Hz. We 
in fact know that the s1 signal is a sine with 80Hz. We’ve lost 10Hz of resolution! That’s about right, with a 
FFT of length 128: 1024/128 = 8Hz chunks. If you look at the spectrogram on the previous page, the power is 
much more clearly centered mear 80 -- in fact, the chunks are size 4Hz. 

The next feature to note is the transition between s1 and s2. The spectrogram on the previous page has a wide 
bar, of length about .25 second, that represents the gap between s1 and s2. Let’s check that: the spectrogram on 
that page has length 256 points. 256/1024 is indeed 1/4 of a second. This FFT cannot discriminate any smaller 
time interval, so the color of the bar, representing the power in that section, is constant across the whole .25sec. 

For the picture on this page, that transitional interval is about 1/8 of a second long, which is exactly correct. 
However, there’s something troubling in the computation: the interval between s1 and s2 is filled with 1/8 sec-
ond of silence. There should be NO spectral power in that region. Yet both the spectrograms show some deep 
red. What’s this about? 



Let’s look more closely at the gap: I’ve turned it on it’s side. 

The color is deepest red right at 160Hz, the frequency of s2. But there’s an additional regular pattern of high-
power bars, which are the reds, alternating with lower power greens. Moreover, the reds and greens both fade as 
we go further from the center frequency of 160Hz. 

This pattern is the color of a Dirichlet kernel: from Week 2,

Going back to the numbers . . . 

z71(1:7)

ans =

  Columns 1 through 7 

    6.9212   10.1797   58.2163   17.4910    8.1449    5.4748  4.1857

It’s interesting to see what the peak is . . . z71(3)= 58.2163. Whoa. 

This is just weird, especially in comparison with z64. There are three weirdnesses:

Weird I) The peak is at n=2, which represents the frequency 64hz. But the real frequency in the signal y71 is at 

71hz. The fft z71 is giving a false value for the peak frequency. 

Weird II) Again by comparison with the y64, z64 example: the value of z64 at the peak was around 128/2 = N/2 

= 64 (that factor of 2). Here . . . 58?? What’s *that* about? 

Weird III) There are values of z71, besides the value at the peak. Values, for example, to the left and right of the 

peak. These represent false frequency readings, reported at 32hz, 96 hz, and a bunch others. That didn’t hap-

pen for z64! For z64, there was a large value at the peak frequency, then zeroes everywhere else. So, what is the 

deal? Why does z71 give false frequencies?

In stead of an immediate answer, right away, we want to explain where the numbers came from. So that we 

could at least reproduce the false values and false frequencies, independent of Matlab.  Later will come a real 

explanation. 

The explanation is, it’s due to the Dirichlet kernel. The Dirichlet kernel, everyone will remember, is what we get 

when I take an exponential, sampled at frequency M, and then take the FFT at N points. We did that a few pages 

back, and got the formula as

The bars are there because we chose a simple window -- instant on, instant off. The FFT of the window is a 
Dirichlet function. In short: the bars represent the FFT of the window, not the FFT of the empty space. This 
provides a powerful reason to take windows that aren’t instant on/instant off. 

There’s one more lesson to learn from the spectrogram: 



>>spectrogram(s, ones(1, 64),0,64, 1024, ‘yaxis’)

The gap between s1 and s2 is represented by a thick blue bar. The color chart shows that blue represents the 
lowest possible power. This spectrogram gets it right! How does that happen? First, because the window size is 
64, which means that the window fits neatly into the gap: in this window, there truly is no power in the signal, 
and the FFT reports this accurately. Second: there’s no overlapping-- we set the overlap to zero -- so the window 
doesn’t slop over into portions where there’s s1 or s2. Compare with 

>>spectrogram(s, ones(1, 64),63,64, 1024, ‘yaxis’)



The window size is still 64, so it still sits inside the gap. But the overlap of windows is about 98%, and so the 
empty space is contaminated. 

Lab Project: Let’s start with hayat.wav, Hayat Sana Tesekkur Ederim, from the album Deliveren by the Turkish 
singer sezen Aksu. It’s a nice song to do a spectrogram on; it starts with voice, then a simple and finally a more 
complex orchestral accompaniment. You get to see where the spectra of voice & instruments lie. It is sampled 
at industry standard 44100Hz, which may be too much data for your computer. In that case, downsample by a 
factor of eight or sixteen! 

Next, Isilongo.wav, from the Mahotella Queen’s song Isilongo Sesoka. In Isilongo, the singer uses one of the 
clicks in an African click language. Many linguists believe that the click languages are the ‘oldest’ human 
languages (what can *that* mean?). Your task is to use a spectrogram to locate the click. Then fiddle with the 
window length until you can locate the beginning of the click as accurately as possible. Now plot the sound it-
self, and magnify it using Matlab graphing tools, to locate the beginning of the click. How do the two estimates 
of the click onset compare? 

For the next application, we’re going to look closely at the first four phonemes of the song Isilongo. 



Of course the click ! looks very different from the other sounds. Here’s what the sound -- not the spectrum-- 
looks like: 

It’s reminiscent of the artificial clicks we constructed 
in the Uncertainty supplement of Chapter Three. 
Those were characterized by a fundamental frequency 
-- which you can see as a dark band in the spectro-
gram -- followed by high frequency harmonics, but 
falling off slowly in power. 

We’ll be focusing, however, on the vowels O, AA. EE, which have very different spectra than the consonants. 
Therein lies a story, about speech production in humans. 

In the vowels O and AH, you see very dark bands, regularly spaced. Isolating the sound, it looks like:

And the spectrum confirms what the graph suggests: 

The spectrum consists of a fundamental and some fairly noisy harmonics. The reason for this has to do with the 
way the vocal tract produces vowels. Air is forced from the lungs, through the vocal folds, which vibrate and are 



The spectrogram with the massive overlap seems to have all kinds of very fine detail -- even in the first third of 
the graph. What is that? 

We’ll take a simple model:

>> x=linspace(0, 1, 1024);
>> s =sin(2*pi*8*x);
>> plot(x, 100*s)
>> hold
>> spectrogram(s, ones(1, 16),15,16, 1024, ‘yaxis’)

Here’s two views of the same spectrogram:

>>spectrogram(s, ones(1, 256),0,256, 1024, ‘yaxis’) >>spectrogram(s, ones(1, 256),255,256, 1024, ‘yaxis’)

Finally, we’ll look a little more closely at the spectrograms. Compare

re-inforced through the vocal tract. It isn’t very different from our examples from the Exponentials supplement 
to Chapter Two, where we looked at spectra of a chime and a didgeridoo. Vowels are produced by the same kind 
of open tube, forced at one end. 

Contrast the SS sound: 

The last thing it looks like is a fundamental and one or two harmonics; it looks more like random noise. And, if 
the spectrogram is any evidence, it has much more high frequency content than a vowel does. 

How are consonants like SS produced? 

Finally, a point from the baby boomer set. As humans age, their perception of high frequencies deteriorates. 
This makes it difficult to detect consonants, and because of this, speech can sound like a collection of vowels 
all blurred together. Any system that can boost consonant volume, while leaving vowel volumes alone, might 
be used as a hearing aid. Here’s a paper on the basics of using wavelets for detecting and altering the different 
components of human speech.   



This is the “fine detail”, in close-up, and the blue curve is my sine curve. Looking at it, it’s tempting to think, 
‘wow! the spectrogram is picking out the individual peaks of the sine curve. Groovy! Unfortunately, red indi-
cates power; yellow indicates significantly less power. 

This would be easier in 3D. And Matlab has this amazing tool, the ‘rotate’ tool, that allows just that. Here’s the 
same graph, but rotated so the high and low are clearly visible:



This is a good time to ask, ‘what is going on here?’ Start by following one frequency in the FFT. We’ve forced it 
into a window of length 16, so its real and imaginary components look like tiny sine or cosine waves. 

In contrast, the signal s itself has frequency  8Hz, so it takes 128 points to go through a cycle. In contrast to the 
FFT, it is a long slow wave. Moreover, as the window overlap is a full 16 points, the tiny wave is moved, point 
by point, against the large wave. The FFT computation looks something like the (exaggerated) view below:

Here the little blue wave represents the exponential used in computing the power in the FFT. So: which of the 
two blue waves above give the greatest power? The way to compute the FFT is to multiply the exponential by 
the function, and integrate. 

The first little wave is in a region of the sine curve that looks approximately like f(x) ≈ x the
second, f(x) ≈ 1 − x2 ( Taylor series computation would show that in fact, f(x) ≈ 1 − 1

2x2). Then
the contributions to the energy at each of the two locations would be

∫ π

−π

x · sin(5x) dx;
∫ π

−π

(1 − 1
2
x2) · sin(5x) dx = −1

2

∫ π

−π

x2 · sin(5x) dx

We could integrate by hand, or have Matlab do the integral; instead we’ve brought in another program, Math-
ematica, to do the integration. 

In[2]:=
Integrate[x*Sin[5x], {x, -Pi, Pi}]

Out[2]=
2 Pi
----
 5



In contrast, 

In[3]:=
Integrate[x^2*Sin[5x], {x, -Pi, Pi}]

Out[3]=
          2                  2
2 - 25 Pi    -2 + 25 Pi
---------- + -----------      = 0
   125           125

Even if you’re a bit off from being exactly centered at zero, the contribution is small: 

In[5]:=
Integrate[(x-.01)^2*Sin[5x], {x, -Pi, Pi}]

Out[5]=
                              2
0.0799 - 0.02 Pi - Pi
---------------------- + 
          5
 
                         2
  -0.0799 - 0.02 Pi + Pi
  -----------------------
             5

Whoops! What is that as a number? 

In[6]:=
NIntegrate[(x-.01)^2*Sin[5x], {x, -Pi, Pi}]

Out[6]=
-0.0251327

The little blue wave sees a much larger contribution from the straight-line portion of the curve; very roughly, the 
little blue wave picks out the slope of the curve. And that slope is near zero near where the large function peaks. 
So that’s what the fine detail in the spectrogram represents, very roughly. 

By the way -- must we say ‘little blue wave’? It sounds like the wave in the big blue house. 

There is a fancier name: “wavelet”. Which is where we go next. 

Finally -- thought! -- we might want to use the spectrogram to try to understand the signals we already have. Try 
doing spectrograms of the signals

z1=y.^2.*sin(2*pi*8*y + cos(2*pi*3*y));
z2=sin(2*pi*8*y^3);

In z2, can you detect the instantaneous frequency? 



Lecture 3

Uncertainty

In the supplement to lecture two, on computing the FFT by hand, we mentioned the uncertainty
principle. Now we want to look at it detail, see what it means and how it affects the way we analyze
signals.

Let’s start with a computation. Suppose you’re sampling a signal at 250Hz; the largest frequency
you can see, the Nyquist cut-off, is 125Hz. (we know this isn’t much for music, but for other signals,
like heart rate, it’s the recommended gold-standard frequency). Four seconds of sound requires 1000
samples. If we do a FFT over 1000 points, we get 1000 different frequency bands. But half of those
are redundant because the signal is real, so we actually only have 500 bands. The width of the band
is then 125Hz/500 = .25Hz/sample. So, the Nyquist range [0, 125] is broken up into 500 pieces,

[0, .25], [.25, .5], [.5, .75], . . . , [124.75, 125]

Any frequencies between zero and .25Hz are glopped together; we couldn’t, for example, use this
transform to tell the difference between an event occurring and .1Hz and one occurring at .2Hz. We
say the frequency measurement ω has an uncertainty of ∆ω = .25Hz/sample.

On the other hand, the FFT needed to accumulate four seconds of signal to get 1000 points. Any
event that happened in those four seconds is glopped into the FFT. If you hiccup at the end of the
four seconds, it’s the same as hiccupping at the beginning, as far as this FFT is concerned (and we’ll
do some FFT’s to show this is exactly true). We say the time measurement τ has an uncertainty of
∆τ = 4sec.

Of course we can change this: take only two seconds of music! Then ∆τ = 2sec. But now we
only have 500 samples, of which 250 are non-redundant. So ∆ω = .5Hz/sample. In short, there’s a
trade-off between frequency resolution and time resolution, and the shortest way to express this is
through the uncertainty relation,

∆ω∆τ = (.25Hz/sample)(4sec)

∆ω∆τ = 1

Homework Problem It’s tempting to think that we can get more information if we sample faster.
Redo this computation with a sampling frequency 1000Hz. What do you conclude?

Lab Problem Download and play the sounds 4and14,wav and 4then14.wav, sampled at 44100Hz.
What’s the difference between the sounds? Compare their power spectra (as usual take the FFT
with nfft= length(signal)). What do you conclude?

Now repeat with the music selection ’Tales of Brave Ulysses’ from Fresh Cream’s Disraeli Gears
album, creamf.wav, creamb.wav. What do you conclude?

It’s true! First, you can’t defeat the uncertainty principle; there’s a built-in tradeoff between time and
frequency. Musicians have knwn this intuitively for a long time. When they tune their instruments,
they have to play a note a longer or shorter time defending on the frequencies they want to resolve.
Here’s a musician’s take on it.
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What’s the difference between the sounds? Compare their power spectra (as usual take the FFT
with nfft= length(signal)). What do you conclude?

Now repeat with the music selection ’Tales of Brave Ulysses’ from Fresh Cream’s Disraeli Gears
album, creamf.wav, creamb.wav. What do you conclude?

It’s true! First, you can’t defeat the uncertainty principle; there’s a built-in tradeoff between time and
frequency. Musicians have knwn this intuitively for a long time. When they tune their instruments,
they have to play a note a longer or shorter time defending on the frequencies they want to resolve.
Here’s a musician’s take on it.

It’s an old saying in the music literature that short duration sounds,  no matter what their actual frequency 
content, sound like clicks. This is a version of the incertainty principle:  if length of a signal is too short, you 
cannot identify the frequencies it contains. The standard figure quoted is ‘you cannot recognize the pitch of a 
sound unless the sound is at least .023sec long’. 

There’s another simple version of the uncertainty principle: it seems we use higher harmonics in order to 
recognize the pitch of a sound. HOWEVER, a sufficiently high frequency sound will have harmonics which are 
beyond the range of human hearing. The literature remarks that the ear-brain system takes longer to recognize 
the pitch of such sounds than it does for the lower frequency sounds. This might be a fairly subtle effect, 
difficult to quantify in our labs. 

There are, however, any number of interesting experiements involving harmonics. Here’s an m-file that 
produces a sine as well as a specified number of the harmonics, with a specified fall-off:

duration=input(‘enter number of cycles > ‘);
x=[0:.01:duration*2*pi];
frequency=input(‘enter frequency > ‘);
y=sin(frequency*x);
harmonics=input(‘enter number of harmonics > ‘);
falloff=input(‘enter rate of falloff > ‘);
for k=2:harmonics
 y = y + k^(-.4983*falloff)*sin(frequency*k*x);
end
y=y.*sin(x/(2*duration));
sound(y, 100)
plot(y)

If we take falloff =1, with harmonics = 8, we get a graph like that below. The fall-off is slow, so the function is 
discontinuous; there are a fair number of harmonics, so we get a good approximation to the function. However, 
what’s interesting is to play the sound, as we increase the number of harmonics. It sounds “brighter” the more 
high frequencies it has. 
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Here’s falloff =.5, with harmonics = 16. You have a slower falloff, a sharper discontinuity. One can play with 
these practically forever, investigating in particular the effect on the sound and the graph of taking falloff = 2 or 
4. 
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Pierce remarks that a sound is determined not just by its frequencies, but by their relative size. He does the com-
putations based on falling off 3db per octave. Your task is to set this up in Matlab, say up to the 12th harmonic. 
Rather than write out 12 sine terms, use a loop.  You set it up, graph it, play it, analyze it. Pierce notes that it 
should be like a click. Which works when your freq is 1 and your interval 2pi. 

This is a good computation to do. If A1 and A2 are the two amplitudes of the fundamental and of the
second octave, then 20 log10

A2
A1

= −3, giving A2 = A110−3/20, or Ak = A110−3k/20 Now, we want to
change octave measurements into frequencies. An octave represents a doubling of frequencies, hence
k = 2j or, j = log10 k

log10 2 .

Thus, the jth frequency Aj should be

A110−(3/20)
log10 k

log10 2

= A1

[
10log10 k

]− 3
20 log10 2

= A1k
− 3

20 log10 2

Matlab gives this as k−.4983



There’s another interesting way of looking at uncertainty. Recall Supplement 6 from Week 2, where we set up

x=linspace(0,1, 4096);

%this divides the interval [0,1] into 4096 points; if we
%think of [0,1] as one second of time, then we have sampling at
%4096Hz.

y64=sin(2*pi*64*x);
y71= sin(2*pi*71*x);

Since y64 was periodic on the interval [0,1], 
we got the spectrum above -- a peak centered at 

64Hz. 

Since y71 is not periodic on the interval 
[0,1], we get this spectrum -- it is not 

centered at 71Hz, and it is not a simple 
peak, but represents y71 ‘leaking’ to other 

frequencies. 

One of the ways we thought about y71 was that, with N = 128, the FFT can only compute the frequencies ex-
actly when they are a multiple of 4096/128 = 32. The 64Hz of y64 is a multiple; the 71Hz of y71 is not. So, no 
surprise about the peak being off. 

We could think of this as a kind of uncertainty computation;  Δω= 32. And if we think that way, another compu-
tation comes to mind. What if we padded y71 with zeros? 

y=[zeros(1, 5000) w zeros(1, 5000)];

Now y has some serious length to it, and if we take 

z= abs(fft(y, length(y)));

we ought to get a very accurate idea of the true frequencies of y71. 

Try it, say with zeros(1, 500), zeros(1, 5000), zeros(1, 50000). When you plot z, you’ll 
need to zoom in close to where the peak is, or you won’t be able to tell much. 

Where are the peaks? And what does z look like? Or, more appropriately: why does the position of the peak 
change, the more zeros there are? And, why does the region around the peak look more and more likle a Dirich-
let kernel, the more zeros there are? 



Lecture 3

TIME FREQUENCY ANALYSIS

The Continuous Wavelet Transform

Not to be overly critical, but the spectrogram has its faults: the better to know, the better to correct.
First, we saw that the spectrogram can put in junk information: instead of showing us the power in
the signal, it shows us the power of the windowing function we used. A rectangular window gives
us a Dirichlet kernel, and this has power, in bands, at all frequencies.

That’s fairly easy to correct; we just change the window. The rectangular window has power at high
frequencies, for example, because the sharp edges of the rectangle are high frequency events. If we
smooth out the edges, we’ll get less hf junk. Let’s try.

4 Special Topics

4-2

Windows
In both digital filter design and power spectrum estimation, the choice of a 
windowing function can play an important role in determining the quality of 
overall results. The main role of the window is to damp out the effects of the 
Gibbs phenomenon that results from truncation of an infinite series.

The toolbox window functions are shown in the table below.

Window Function

Bartlett-Hann window barthannwin

Bartlett window bartlett

Blackman window blackman

Blackman-Harris window blackmanharris

Bohman window bohmanwin

Chebyshev window chebwin

Flat Top window flattopwin

Gaussian window gausswin

Hamming window hamming

Hann window hann

Kaiser window kaiser

Nuttall’s Blackman-Harris window nuttallwin

Parzen (de la Valle-Poussin) window parzenwin

Rectangular window rectwin

Tapered cosine window tukeywin

Triangular window triang

Matlab obviously offers many windows; let’s try a couple:

Ferron



First, a reminder: spectrogram(s, ones(1,256),255, 1024, ‘yaxis’) produces the following:

We’ll simplify the signal, by eliminating everything after the frequency change. Also, we’ll use    
spectrogram(s, triang(256),255, 1024, ‘yaxis’):

As we hoped, the hf response is strongly reduced. The blue colors in the bottom indicate lower energies than the 
yellows and greens in the top, so the triangular window reduces a lot of the junk frequencies. Here’s a link to 
the Matlab manual on the triangular window and its power spectrum. 



Next, a Gaussian. Triangles have abrupt ends; the Gaussian is smoother at the end. Since smoothness yields 
lower energies in hf, Gaussian ought to look even better --  spectrogram(s, gausswin(256),255, 1024, 

The banding, characteristic of rectangular windows and Dirichlet kernels, is finally gone, and it’s because of the 
smoothness of the Gaussians. Now reality check -- here’s each, in 3D:

Which is which? -- and why? 



We’ve eliminated the problem of the banding in spectrograms, by taking different windows. But there’s a 
hidden issue: the issue of exactly what it is that the spectrogram computes. We looked at an example of small 
window size, and saw that the spectrogram was picking up, very roughly, the slope of the data. For a very large 
window size, it computes, of course, the frequency data. But what if we wanted to detect some other kind of 
change? Here’s an example. 

The commands 

>> x=linspace(0, 1, 1024);
>> x=linspace(-1, 0, 1024);
>> y=linspace(0, 1, 1024);
>> v=sin(2*pi*8*x);
>> w=cos(2*pi*8*y);
>> spectrogram([v w], ones(1, 64),63,64, 1024, ‘yaxis’)

produce a signal with a sharp jump at zero -- as sine, to the left of zero, is 0, while cosine, to the right of zero, is 
1. The spectrogram sees an infinite slope in the middle, and picks it out, in the left spectrogram, below. Contrast 
that with 

>> v=sin(2*pi*8*x);
>> w=sin(2*pi*9*y);

Here we’ve changed frequency at zero; there’s no more discontinuity, but the derivative from the left is 8, and 
the derivative from the right is 9. So the derivative has a discontinuity at zero. The spectrogram, on the right 
below, can’t even see it. 

It would be nice if we could adjust the spectrogram to pick these things out, somehow. But how? There aren’t 
any parameters left to twiddle!

Lastly, from the other side: there are too many parameters to see! We can’t see the effects of changing window 
size, other than by redoing the whole transform. Imagine changing the window size from 32 to 256 points, one 
at a time! You’d have hundreds of pictures and -- and a lot of work. 

We’re going to develop a new tool, the wavelet transform, that incorporates the idea of windows.  It also looks 
at different kinds of properties in a signal and, to top it off, which will show us all the different window sizes, 
all at once. 



To get the wavelet transform, we need to stop reyling on the goodness of Matlab for our spectrograms;
we need to examine it mathematically, and, from that, develop the new transforms.

First, let’s get some notation for the window. Let’s say it has length N , wN (n). As we move along
the spectrogram, the window is moved over various parts of the data. The sliding of the window is
given by wN (j − n); moving j = 1, 2, 3 . . . slides the window along with maximal overlap.

Now we perform an N -point FFT on the windowed data, for each of the N frequencies k =
0, 1, 2, . . . N − 1. We get

Sk,Nf(j) =
∑

e−2πik n
N wN (j − n)f(n)

Since we’ll be taking absolute values, we can simplify this a little, writing it as

Sk,Nf(j) =
∑

e2πik j−n
N wN (j − n)f(n)

= Sk,Nf(j) =
∑

ψN,k(j − n)f(n)

Here, ψ contains both the frequency k and the windowing information. Now, there’s a curious
feature of the windows we use, at least the simple windows:

wN (n) = w1(n/N)

This process, w1 → wN , is called dilation. It takes a function and spreads it out when N is large,
shrinks it when N is small. (The easy way to see this is to take an easy function on the real line,
say the triangular window W (n) = 1 − |x| for |x| ≤ 1. Try graphing various dilates of w.)

You notice the same structure in the exponent of the exponentials. Then Sk,Nf is obtained from
sliding a dilate of the various frequencies k = 0, 1, 2, . . . N − 1 and integrating. This brings us to
one of the more annoying features of the spectrograms: there are too many parameters to grasp by
graphing! The j tells you where you’ve slid to, so where you’re located in the data. The k tells you
the frequency, the Sk,Nf will tell you power – and I’ve used up three dimensions.

The trick is to merge two variables: frequency and window length. The idea is, if φ(t) is function
with a wiggle of frequency one, then ψ(2t) will have frequency two, and ψ(t/2) will have frequency
1
2 . the support of ψ(t/2) is twice the support of ψ, so ψ(t/2) can detect larger scale events than
ψ(t). Thus, in ψ(t/a) we call a the scale factor and speak of large scale, small scale.

We’ll start with a Gaussian, ψ(t) = e−x2
, and then give the Gaussian a bit of a wiggle, by changing

to ψ(t) = xe−x2
, as below:



Here are the dilates: 

There’s a bit more background in the Matlab wavelet manual; here’s an excerpt. Now let’s try it. We create the 
signal s as before, save it, and bring up the wavelets toolbox:

>> s=[ sin(2*pi*8*x) sin(2*pi*9*y)];
>> save ‘s’ s
>> wavemenu

and then we select the continuous wavelet transform submenu. This brings up another menu; under the file 
menu, select ‘load’ and choose s. The toolbox comes onscreen, suggesting we use a Haar function; we choose 
gaus1, which is the function above. Here’s what we get: 



What I see is something very similar to a spectrogram, and, as with a spectrogram, what I don’t see is anything 
special occurring about halfway through. Below, the CWT repeated, with gaus2. 

At the very bottom middle -- something’s happened. Here’s the enlarged view:

How is it that gaus1 cannot see the discontinuity in the derivative, but gaus2 can? It helps to
know what each of these functions is. A Gaussian, ψ0(t) = e−t2 . We remarked that gaus1 was
ψ1(t) = te−t2 , which adds the wiggle necessary to obtain different frequencies by dilation. gaus2
in turn is ψ2(t) = (1 − t2)e−t2 , and it has twice the wiggle. What we’ve surpressed is that each
is, essentially, the derivative of the preceding. This affects our computations, because the CWT is
essentially an integration:

CWT (ψ2)f(t) =
∫

ψ2(
t − s

δ
)f(s) ds = c

∫
ψ1(

t − s

δ
)f ′(s) ds

after an integration by parts. Now we’re taking the CWT of f ′, and it has an actual discontinuity,
not just a discontinuity in the derivative. ψ1 has no difficulty in detecting that.

This ”ushers in” a new era – one in which we aren’t restricted to what a FFT can tell us. Instead,
we can pick and choose our analyzing functions, to detect the kinds of things that we want to know.
It is one of the major advantages of wavelets.



Lab Project: we know exactly where the discontinuity in the derivative lies: between points 1024 and 1025. 
Using the continuous wavelet transform, how accurately can you locate the position of the discontinuity?  How 
does the CWT look as you change delta? At what delta can you no longer see the discontinuity? 

The example is artificial, though it shows the kinds of problems the CWT can do that the FFT cannot. Here’s a 
less artificial problem, from our heart research. We analyze the  intervals between heartbeats -- called interbeat 
intervals, or IBI’s.  If the IBI has a small value, the heart beats fast, so tracking IBI’s is a means of tracking the 
regulation of the heart.

Finally, the same example worked through again, but this time in addition to plotiing the CWT for all delta, 
we’ve added a plot of the CWT at a single delta. Again, the continuous wavelet transform has picked out the 
discontinuity in the derivative, but we can’t really graph the CWT -- color indicates height and that’s a rather 
sloppy indicator. This is what the red line and green graph take care of: the red line indicates a fixed delta; the 
green graph is the graph of the actual CWT height for that delta. It gives us a much more accurate, and numeri-
cally workeable, picture of the discontinuity. 



One technical problem in the analysis is recognizing the heartbeat, so that time between beats can be computed. 
Part of our research is concerned with automating the recognition of heartbeats, and part of our concern is errors  
in recognition. Here’s a typical plot of IBI’s (the x-axis is in beat number; the y is in bpm)

There’s a sharp dip around beat 90; it shows a sudden drop in the heart rate. Is it real or is it an error in the de-
tection software? We can go back to the original heartbeat file: 

The top two graphs show the raw electrical signal from the heart; the third graph down shows the output of the 
detection software. The difficulty lies at the red and green markers; comparison with the (correct) black mark-
ers shows that the correct beat is at the red marker, while the red marker is at some other kind of disturbance. 
Here’s the beat-per-minute file; can you use the CWT to locate precisely the sharp dip? 

We introduced the CWT as a tool that showed frequency-like information, at all window lengths simulatane-
ously. For the signals we’ve examined, this capability has been used to find the window length (scale) that 
gives us the most accurate estimate of the timing of an event. But, once we’ve found that, the other scales have 



been irrelevant, as our use of the green graph shows. The green graph is the CWT at just one scale!. 

There are other signals where the significant events occur at more than one scale. In this case,  the CWT can 
detect different kinds of events all at once. An example so basic it’s included for free in Matlab is called the 
Cantor curve;  here’s a graph:

The Cantor curve is a kind of “staircase” function, but between long flat steps are steps increasingly short steps. 
The step length is the scale, and the Cantor staircase has step lengths (1/3)j, for j = 1, 2, ....

When the CWT sees a step of the same scale, it averages to zero against that step. Thus the CWT will have 
small values on all scales. Here it is:  

The bright purple band at the right is an edge effect, due to the discontinuity of the Cantor function on the right 
(on the left, it goes to zero, and therefore the edge effect on the right is supressed). Note how it distorts the 
CWT on the right; were it not for this, the graph would be symmetric. 

You can test this yourself; the data for the Cantor function is in the file wcantor.m. Load it, plot is, and manipu-
late it until you have a function symmetric about the middle, zero at either end. Then save this (under a new 
name!) and load it into the CWT. 

Each red triangle in the CWT indicates the presence of a step (note the color bar; red corresponds to low val-
ues). We start with one large triangle in the center; at the apex of this triangle, the wavelet centered there is 
exactly the right scale to fit into the constant area, and average to zero. For scales below the apex, the wavelets 
have smaller and smaller support, they can be centered off the apex, and still see only the constant function, and 
still average to zero. This is the reason we red triangles with a peak at the top and a broad base, instead of the 
other way ‘round. 



There’s more information in the CWT. Note the section of the CWT to the left of the main triangle:

Except for the distortions of edge effects, it’s a copy of the main graph, as are the piece to the left of the this 
main triangle, 

And again the piece to the left of this main triangle, all the way down. 

The branching tells us two things. First, whatever the Cantor function is doing, it is doing the same kinds of 
things to the left and right of the center triangle. And of course that’s true; the Cantor set begins by taking a unit 
interval, cutting it into thirds, and discarding the middle third. That middle third gives us the middle triangle. 
Then each of the remaining pieces, to the left and right, is further decomposed. This is why the CWT of the 
Cantor set is symmetric about the mid triangles. 

The second thing the CWT tells us is that the construction done to the original unit interval is repeated, but at 
a smaller scale, in the intervals [0, 1/3] and [2/3, 1]. This is then repeated on a smaller scale, and on a smaller 
scale . . . 

We see this in the CWT, when we see that each little branch is a copy of the branch above it. This is called self-
similarity in scale. Of course the CWT, which analyzes many scales at once, is perfectly designed to pick out 
the two kinds of self-similarity (left/right and scale) in the Cantor function. 

It isn’t surprising that the Cantor set shows this structure-on-many-scales; it was designed to do so. Many physi-
cal systems show the same kind of structure, referred to as multifractality. This is not terribly surprising; after 
all, the laws of physics usually look the same at all scales, and should produce the same kinds of effects at all 
scales. 

It’s more surprising to find multifractality in biological systems. We’ll look at an example from our research: the 
beats of a heart. 



We’ll look at the speed the heart is beating, measured in beats per minute, plotted against beat number, graphed 
in the top plot, below.  These data are taken from a healthy young female, lying down. One expects that a rest-
ing subject should have a constant heart rate, but  the number of beats per minute is frantically, wildly chang-
ing on a second to second basis. It looks almost random. Then there are four major jumps, where the heart rate 
increases suddenly. These are caused by experimental ‘interventions’ -- the subject is asked to stand up, walk 
around. Of course even the light exercise causes the heart to beat faster, but again, within that, there are appar-
ently random fluctuation. 

The CWT seems, again, to have those triangles, or triangle-like shapes, at all scales. Is this the face of a random 
function? Try it out! Matlab offers many kinds of random functions; try generating some and examining their 
CWT’s. 

Side point: the wild variation in heart beat, even while resting, is called Heart Rate Variability, or HRV, in the 
literature. The mechanisms behind HRV are poorly understood. However, it is know that HRV is a sign of a 
healthy heart. 

What do you want to measure?
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We see how a simple process, like the construction of the Cantor set, is directly reflected in the CWT. We also 
see how more complex physical processes have similar CWT’s. This leads to the so-called Inverse Problem: 
from the CWT, can we reconstruct the physical process that generated it? 

There’s a number of papers on this; one ought to start with a good discussion of multifractals and the thermody-
namic formalism. The introduction we recommend is Chapter 9 of Manfred Schroeder’s book, Fractals, Chaos, 
Power Laws. Next, the paper of Mallat and Zhong, Characterization of Signals from Multiscale Edges. This is 
the fundamental ,reference for the application of the CWT to these kinds of physical problems. 

It is then, as one says, within the purview of the physicists. Arneodo et. al (1988) work out a couple of exam-
ples, then a Physica A survey, as well as a Fractals paper, they show how to do it. 

It’s worth remarking that these methods have been applied to obtain some very interesting results on the heart! 

The CWT Challenge:  We’ve been saying that the CWT, using gaus1, is good at picking out slope. Put up or 
shut up. 

Go to Matlab, generate the signal 

x=linspace(0, 1, 1024);v
y=[x 8*x 64*x 8*x x];
save ‘y’ y

Seeing as it has such a variety of slopes, gaus1 ought to be able to pick that out. Even better, the CWT ought to 
be largest where the slope is largest. So, go to wavemenu, do a CWT with gaus1, and check out the individual 
CWT coefficients: 

What’s this? The CWT got smaller when the slope got big! Whaa?

Here’s the challenge: explain this, in two ways. First, explain it using an integration by parts. Second, explain it 
by thinking about how the graph of gaus1 looks when averaged against the different slopes. 

The CWT has some nice applications to the EEG -- electroencephalogram. we discussed this briefly in the 
supplement on signals. Here, we want to note that the generic EEG computes a sort of average electrical activ-
ity for the brain, as it appears on the scalp. The EEG doesn’t have the kind of structure a heartbeat has; instead, 
the various frequency components are each meaningful. from the Wikipedia article: 
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This distinction has become void with the advent of computerized or paperless EEGs, which record all electrodes

against an arbitrary reference and will calculate the above relationships (called montages) post hoc.

EEG has several limitations. Scalp electrodes are not sensitive enough to pick out individual action potentials, the

electric unit of signaling in the brain, or whether the resulting electrical activity is releasing inhibitory, excitatory or

modulatory neurotransmitters. Instead, the EEG picks up synchronization of neurons, which produces a greater

voltage than the firing of an individual neuron. Secondly, EEG has limited anatomical specificity when compared

with other functional brain imaging techniques such as functional magnetic resonance imaging (fMRI). Some

anatomical specificity can be gained with the use of EEG topography, which uses a large number of electrodes to

triangulate the source of the electrical activity.

EEG has several strong sides as a tool of exploring the brain activity. The time resolution is very high. As other

methods for researching brain activity have time resolution between seconds and minutes, the EEG has a resolution

down to sub-millisecond. The brain is thought to work through its electric activity. EEG is the only method to

measure it directly. Other methods for exploring functions in the brain do rely on blood flow or metabolism which

may be decoupled from the brain electric activity. Newer research typically combines EEG or MEG with MRI or

PET to get high temporal and spatial resolution.

Wave types

Historically four major types of continuous

rhythmic sinusoidal EEG waves are recognized

(alpha, beta, delta and theta). There is no

precise agreement on the frequency ranges for

each type.

Delta is the frequency range up to 4 Hz

and is often associated with the very

young and certain encephalopathies and

underlying lesions. It is seen in stage 3 and 4 sleep.

Theta is the frequency range from 4 Hz

to 8 Hz and is associated with

drowsiness, childhood, adolescence and

young adulthood. This EEG frequency

can sometimes be produced by

hyperventilation. Theta waves can be

seen during hypnagogic states such as

trances, hypnosis, deep day dreams,

lucid dreaming and light sleep and the preconscious state just upon waking, and just before falling asleep.

Alpha (Berger's wave) is the frequency

range from 8 Hz to 12 Hz. It is

characteristic of a relaxed, alert state of

consciousness and is present by the age

of two years. Alpha rhythms are best

detected with the eyes closed. Alpha

attenuates with drowsiness and open

eyes, and is best seen over the occipital

One second of EEG signal

Delta waves.

Theta waves.

In the linked paper, Krymik et. al. use the CWT to identify the various frequency bands in an EEG. 
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The linked paper by Lachaux et. al. look at a different problem:         

Measuring Phase Synchrony in Brain Signals
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Laboratoire de Neurosciences Cognitives et Imagerie Cérébrale, CNRS UPR 640
Hôpital de La Salpêtrière, Paris, France
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Abstract: This article presents, for the first time, a practical method for the direct quantification of
frequency-specific synchronization (i.e., transient phase-locking) between two neuroelectric signals. The
motivation for its development is to be able to examine the role of neural synchronies as a putative
mechanism for long-range neural integration during cognitive tasks. The method, called phase-locking
statistics (PLS), measures the significance of the phase covariance between two signals with a reasonable
time-resolution (�100 ms). Unlike the more traditional method of spectral coherence, PLS separates the
phase and amplitude components and can be directly interpreted in the framework of neural integration.
To validate synchrony values against background fluctuations, PLS uses surrogate data and thus makes no
a priori assumptions on the nature of the experimental data. We also apply PLS to investigate intracortical
recordings from an epileptic patient performing a visual discrimination task. We find large-scale
synchronies in the gamma band (45 Hz), e.g., between hippocampus and frontal gyrus, and local synchronies,
within a limbic region, a few cm apart. We argue that whereas long-scale effects do reflect cognitive processing,
short-scale synchronies are likely to be due to volume conduction. We discuss ways to separate such conduction
effects from true signal synchrony. Hum Brain Mapping 8:194–208, 1999. � 1999 Wiley-Liss, Inc.

Key words: neural synchrony; phase-locking; coherence; EEG; EcoG; epilepsy; gamma-band; deblurring
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INTRODUCTION

Cognitive acts require the integration of numerous
functional areas widely distributed over the brain and
in constant interaction with each other [Friston et al.,
1997; Tonini and Edelman, 1998]. It has become a topic
of much interest to explore the possibility that such
large-scale integration could be mediated by neuronal
groups that oscillate in the gamma range (30–80 Hz,
also referred to as 40 Hz) that enter into precise
phase-locking over a limited period of time. (Hereafter,

we refer to these phenomena simply as ‘‘synchrony’’ or
‘‘phase synchrony’’.) Whence the importance for a
reliable and robust method for directly measuring
such phase synchrony in this frequency band for
experimentally recorded biological signals, which are
not spikes, but local field potentials (LFP) of various
degrees of spatial resolution. The purpose of this report is
to introduce, for the first time, an effective method to
estimate the instantaneous phase relationship between
two neuroelectric or biomagnetic signals and to apply it to
intracortically recorded signals in humans. We also intro-
duce the required statistical means to test the validity of
the measured synchrony against the background fluctua-
tions in a given experimental situation.

The role of synchronization of neuronal discharges,
although not a new idea, has been greatly highlighted
by results from microelectrodes in animals [see, e.g.,
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The point here is to determine whether activities in different areas of the brain are in synchrony, and at what 
frequencies that synchony might be. Lachaux et. al. use a complex wavelet so that the transformed data is ana-
lytic; as we discussed in the AM/FM section, the amplitude and phase can then be read off. the goal then is to 
derive the phase of each event and determine whether it is in synchrony with other events. Again the CWT is the 
perfect tool. 





Lecture 3
The Edge

Throughout the supplements, we’ve run into ‘edge effects’, either implicitly or explicitly. The issue is simple to 
state: our linear, time-invariant filters all perform moving averages against a signal. Data signals, however, are 
always of finite duration, hence the moving average lacks sufficient data at the beginning and end of a dataset. 

The text suggests we use zero padding. Let’s try that, with  a twopoint moving average, and the following pad-
ded data:

s =  0 0 8 6 10 8 6 0 0 
av =   0 4 7 8  9 7 3

The value of the average is unrealistically low at the two ends. Averaging, of course, is a low-frequency, 
smoothing filter. The other part of the time-frequency analyses we perform is a differencing, or high frequency 
filter. as this function like a derivative, the edge effects are much worse. Recall that our generic time-frequency 
filter computes a derivative. The zero-padded signal s above has an enormous derivative at the edge. The effect 
is visible in most of the examples we’ve examined: 

Top: heart rate signal (measured in beats per minute). Bottom: the CWT. The purples and reds at the far ends 
represent high-energy effects from the edge effects. 



Top: Two sine waves, with a discontinuity in the derivative, two-thirds through. Bottom: the CWT. Note the ef-
fects due to the discontinuity at the edge are comparable to the discontinuity we’re seeking to locate two-thirds 
though. This example shows how edge effects may confound the features we want. 

Left: Vacation picture, English Bay, Vancouver. 
Right: Wavelet transform, employed to detect presence of the bird against the background. Again: the feature we 
want to extract is the bird, not the edge of the picture. 



The bird example is perfect for our purpose, because JPEG2000 in fact uses wavelets to compress images. The 
compressed image had better not have edge effects! How is this accomplished? Let’s find out. 

We’ll take an example from the exciting world of biomedical consulting. A client, whose identity is confidential, 
needs information on the effects of certain “interventions”. You know heart rate will be recorded. You are not 
told what the interventions consist of; you are merely asked to identify when they occurr, as accurately as you 
can, using wavelet technology.   

As mentioned before, the heart is regulated by sympathetic and parasympathetic mechanisms, and the effect 
of each of these can be detected in the frequencies constituting the BPM signal. Amplitudes from .0625Hz to 
.1875Hz are ‘low-frequency’ for these purposes, while the high frequency range is .1875 to .4375Hz. 

We’ll use the wavelet packet transform to access these frequencies. Our BPM data is sampled at 1Hz, so that 
the Nyquist range is [0, .5] Hz.  A level one decomposition divides this into two regions of length .25Hz; a level 
two into 4 regions of length .125Hz; a level three into 8 regions of length .0625Hz. This is the correct frequency 
resolution for us. 

The client specifies that it wants  the highest possible time resolution; this suggests we take the shortest length 
wavelets available, the Daubechies 2 family. Given these two requirements, the Matlab code follows: 

function modeplot(s, mode)

dwtmode(mode);
wpt = wpdec(s,3,’db2’);
lo1=wprcoef(wpt, [3 1]);
lo2=wprcoef(wpt, [3 3]);
hi1=wprcoef(wpt, [3 2]);
hi2=wprcoef(wpt, [3 6]);
hi3=wprcoef(wpt, [3 7]);
hi4=wprcoef(wpt, [3 5]);
lo0=wprcoef(wpt, [3 0]);
hi5=wprcoef(wpt, [3 4]);
lo=abs(lo1).^2+abs(lo2).^2;
hi=abs((hi1)).^2+abs((hi2)).^2+ abs((hi3)).^2 +abs((hi4)).^2;
subplot(3,1, 1), plot(s), title(‘ signal’)
subplot(3,1, 2), plot(lo), title(‘ low frequency’)
subplot(3,1, 3), plot(hi), title(‘ high frequency’)

We haven’t met the phrase “dwtmode(mode);” before; it tells Matlab what method to use in order to deal with 
edge effects: 



6 Advanced Concepts
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Dealing with Border Distortion
Classically, the DWT is defined for sequences with length of some power of 2, 
and different ways of extending samples of other sizes are needed. Methods for 
extending the signal include zero-padding, smooth padding, periodic extension, 
and boundary value replication (symmetrization).

The basic algorithm for the DWT is not limited to dyadic length and is based 
on a simple scheme: convolution and downsampling. As usual, when a 
convolution is performed on finite-length signals, border distortions arise.

Signal Extensions: Zero-Padding, Symmetrization, 
and Smooth Padding
To deal with border distortions, the border should be treated differently from 
the other parts of the signal. 

Various methods are available to deal with this problem, referred to as 
“wavelets on the interval” (see [CohDJV93] in “References” on page 6-151). 
These interesting constructions are effective in theory but are not entirely 
satisfactory from a practical viewpoint. 

Often it is preferable to use simple schemes based on signal extension on the 
boundaries. This involves the computation of a few extra coefficients at each 
stage of the decomposition process to get a perfect reconstruction. It should be 
noted that extension is needed at each stage of the decomposition process.

Details on the rationale of these schemes can be found in Chapter 8 of the book 
Wavelets and Filter Banks, by Strang and Nguyen (see [StrN96] in 
“References” on page 6-151). 

The available signal extension modes are as follows (see dwtmode):

• Zero-padding ('zpd'): This method is used in the version of the DWT given 
in the previous sections and assumes that the signal is zero outside the 
original support. 

The disadvantage of zero-padding is that discontinuities are artificially 
created at the border.



As suggested by our text, let’s try zero-padding: 

>>load ‘secret.txt’ -ascii
>> modeplot(secret, ‘zpd’)
And here’s the output:

Signal at the top; high and low frequency components at the bottom. We see the expected corruption of the 
results by the discontinuities at the edges. 

The first difficulty  is that the edge effects are so large that they distort the scale of the graph; if there’s anything 
happening between the edges, we can’t see it. The easy work-around is to simply not graph the first and last 15 
or so points. This roughly corresponds to the length of the Daubechies 2 filters at level 3, so we are in essence 
discarding all data that comes from applying the filter near an edge. 

>> load ‘secret.txt’ -ascii
>> length(secret)
ans = 179

Now rewrite the code in modeplot.m

subplot(3,1, 1), plot(s(20:159)), title(‘ signal’)
subplot(3,1, 2), plot(lo(20:159)), title(‘ low frequency’)
subplot(3,1, 3), plot(hi(20:159)), title(‘ high frequency’)



And run the program. Here’s the output: 

Interesting! We can even locate where at least one of the interventions might be! (though there seems to be a 
phase problem between hf and lf). This is one of the difficulties of the conditions imposed. If you knew the na-
ture of the interventions, you could use your knowledge of physiology, and try to determine whether the phase 
gap was realistic. 

On the other hand, if you use too much of your knowledge of physiology, you might see effects where none are 
present. 

In either case, Client replies ‘You may not disregard data.” (we wish we were making this up.)

Our task, your task: which of the methods available in Matlab minimizes the edge effects? 



Lecture 3

Introduction to Applications

The CWT is an excellet tool, giving time-frequency information on all scales. It gives a lot of information; for 
example,  let's load the eeg file and do a CWT: 

>> load eeg
>> y2=eeg(2,:);
>> ecwt=cwt(y2, [1:1:512], ‘gaus1’);
imagesc([1:1024],[1:512],abs(ecwt)), colormap(jet)

Notice the high-power surge between levels 60-120, at time 400-500. If that surge is all we care about, we’ve 
too much information. This allows us to focus:
> plot(ecwt(100, :))

The CWT over-computes in situations like these, where all we want, say, is to detect power at one scale.

Similarly, with the CWT we have immense freedom of choice. A Gaussian can detect function size, the first 
derivative can detect slope; the second can detect discontinuities in slope, etc. Again, very powerful. But if we 
have only one well-defined problem to solve, that’s more than we need. 



Here’s the kind of thing we have in mind. The Armed Forces would like to monitor the health of their troops 
on the ground, in real-time. Part of the reason is the “golden hour” effect, a short period of time during which 
treated injuries can save a life. We’d like to know as soon as a soldier (military terminology is “warfighter”) is 
injured. 

To accomplish this, the military envisages an iPod-like device worn by the warfighter, which monitors health 
information and sends that information to central command. Because the heart participates in so many bodily 
activities, it makes sense to monitor the heart rate. 

The technical problem is that detecting a heartbeat under combat conditions is difficult. The heart pumps blood 
when the muscles in it contract. Much like a car with timing issues, if the muscles do not contract in the correct 
sequence, the system will not work. For hearts, this is called fibrillation;  it can lead to death in minutes.

Unfortunately for us, the heart evolved rather than being designed, which means it regulates muscular firing by 
the spread of one electrical signal throughout the muscle. A blockage in parts of the muscle can affect the spread 
of the firing signal, causing irregularities. 

The picture on the next page shows a schematized heart, and the electrical peaks caused by signals as they pass 
through the various regions of the heart. The larger muscles cause larger peaks. As the main pumping is accom-
plished by the contraction of the ventricles, these contribute the greatest peak. 

The entire complex of peaks, corresponding to one beat, is called the PQRST wave. However, if you are mea-
suring heart electrical activity on the surface of the body (the electrocardiogram, EKG), the easiest signal to 
detect is the R peak, when the ventricles contract. This is the fiducal point for most measurement of heartbeat, 
though the real beat is the entire PQRST complex. The time between R waves is called the RR interval, and 
1/RR is a measure of the number of beats/min of the heart, called the heart rate. Immediately below, a typical 
EKG taken from a person lying down, resting, in a hospital. This is the optimal kind of EKG recording, and the 
R-waves are clearly defined, as indeed are the P and T waves. 

typical E�G (electrocardiogram) of resting human 

time between peaks = R-R interval
or

IBI “interbeat interval”

at 60 beats per minute, IBI is about 1 sec

Hospital Quality ECG
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Below, in contrast, are the EKG’s of subject who are not resting; both of them are undergoing some kind of ex-
ercise. The exercise requires muscular contractions, which again leads to electrical signals on the surface of the 
body, which again shows up as peaks in the EKG. typical E�G (electrocardiogram) of resting human 

time between peaks = R-R interval
or

IBI “interbeat interval”

at 60 beats per minute, IBI is about 1 sec

Hospital Quality ECG

“Real” EKG
Subject KK0320 doing abs exercises

  

Healthy subject doing taebo: raw EKG

Above, 40hz lowpass filter

Top, wavelet-filtered S4D3

s4d3 meets Taebo

Abscercize

Taebo

These are the kind of real heart signals that our warPod would have to scan for beats. How can it possibly pick 
out the EKG beat from the muscle noise? Or even, for that matter, the P-wave from the R-wave? 

The short answer is, wavelets. Here’s the original consultant’s work for the warPod group. We’ll give a quick 
summary.  The critical property of wavelets is that they can resolve signals in time and frequency, simultane-
ously. So, the first question is, what frequencies do the P, Q, R, S and T waves contain? 

A clean QRS wave
sampled at 20,000 hz

Very nice QRST wave, sampled at 20,000Hz for high resolution



 To compute frequencies, start with the QRS-complex. Pre-
tend it’s a sine wave. It lasts 1400 points; at 20,000 points 
per second that’s .07 seconds for a full cycle, or 14.3 cycles 
per second. So, the QRS complex contributes a frequency of 
about 14Hz. 

Here’s the T-wave. Obviously there’s a good deal of energy 
there. It takes 2877 points for a half-cycle, giving a 3.47 Hz 
contribution.

And here’s the official Matlab spectrum. There are two main peaks -- at 4.84hz and 14.67 hz. Not bad. 



What we need, then, is a wavelet that can separate out a 4Hz from a 14Hz signal, as well as from myographic 
(muscular)  noise. Unfortunately, the muscle noise can be of pretty much any frequency; filtering by frequency 
alone won’t help. Fortunately, the firing of a single muscle, or even a complex of muscles, is nothing like as 
complicated as the firing of the PQRST complex: 

That’s where the time part of time-frequency resolution comes in. We take a wavelet that looks more like a QRS 
wave than like a muscle contraction. Then filtering the EKG with the wavelet computes how similar the EKG 
is to the QRS complex. In parts generated by muscle or noise, the lack of similarity will make the filtered signal 
small. So, here it is: the Daubechies s4d3 wavelet: 
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Looks a bit like a QRS complex; how’s the frequency response? 
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Figure Nine: Pass and stop bands of S4L2 and P, QRS, T waves.
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Ah, excellent! It surpresses the P and T waves, while emphasizing the QRS complex. Just what we need for 
filtering out noise and picking out the R-wave. 



Healthy subject doing taebo: raw EKG

Above signal, wavelet-filtered with s4d3

Healthy subject doing abs exercises: raw 

Above signal, wavelet-filtered with s4d3. 
Thick bars indicate automatic detection of 

R-wave. 



Once the EKG is filtered, we apply standard  R-wave peak detectors to it. In the case of the abs exercises, the 
detection without wavelet filtering had a 75% error rate. With wavelet filtering, the error rate was zero. To com-
pute error rates over a collection of exercises, one typically measures false positives, FP, and False Negatives, 
FN. The accuracy of the detection method is measured by two ratios: 

Fig 9.   Sensitivity and predictability results for the s4d3 filter applied to six exercise files. 

s4D3 TP # FP # FN SE SP

abdadd 791.00 0.00 1.00 99.87 100.00

abs 993.00 6.00 4.00 99.60 99.40

ellip 2342.00 4.00 1.00 99.96 99.83

gauntlet 778.00 0.00 1.00 99.87 100.00

stair 3402.00 0.00 1.00 99.97 100.00

taebo 7146.00 44.00 32.00 99.55 99.39

IV  R-Wave Detection

     The software we employ for R-wave detection is a modifica-
tion of the technique developed by Pan and Tompkins [15], and 
involves a three-stage process. The EKG signal is initially filtered 
with a Daubechies s4d3 filter, which supresses the P and T-waves 
and reduces electromyographic noise. The filtered signal is 
then passed though a sharpening proceedure, which emphazises 
peaks; finally, an adaptive peak detector is used. The Pan-Tomp-
kins peak detector requires initialization of basic parameters for 
each file; here the intended application requires a self-starting 
and restarting proceedure, which we implement using an adaptive 
autocorrelation technique. 
     The performance of R-wave detection techniques is evaluated 
not through percentage of peaks detected, but rather by two indi-
ces: sensitivity and predictability. These indices take into account 
not only the number of true peaks (TP) correctly identified, but 
also the number of spurious peaks produced (false positives: FP) 
as well as the number of peaks which were missed (false nega-
tives, FN). These are computed as proportions: 

Se =
TP

TP + FN
; Sp =

TP

TP + FP

     The results are shown in Figure 9; we applied the s4d3 detec-
tion scheme outlined above to six exercise files, ranging from 
upper body to abdominal exercises, to lower body, and to mixed 
exercise files. It is not surprising that the best results are for lower 
body exercises; muscle noise in this case was well away from the 
EKG leads. It is also not surprising that the worst performance 
was on taebo exercises. .....
     What is surprising is that the sensitivity and specificity in all 
cases exceeded 99%. This is comparable to or better than best 
performance of other techniques on clinical databases, where 
typically much less noise is present. 
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I Introduction

     In recent years, medical, industrial and military institutions have 
shown interest in developing small, lightweight, reliable devices to 
continuously monitor Heart Rate Variability (HRV) of individuals 
during sleep,  work, exercise, or under stress. Such devices, which 
ideally would be no larger than a modern digital music player, 
would provide life-saving information to hospital staff, to military 
commanders in the field, or to individuals at risk for heart or …

Such a device would require the accurate identification of some 
fiducal point in the EKG; for the purpose of this paper that point is 
the R-wave peak, representing a ventricular beat. The EKG’s to be 
analyzed would be corrupted by motion artifacts, emf interference, 
and, typically, a strong electromyographic signal. The identification 
would have to be carried out in real time, using modern low-power 
microprocessors. To meet these requirements, we have developed 
R-wave detection software based on a novel application of wavelets. 

     There is an extensive literature on the use of wavelets for R-
wave identification; as noted in [1], many of the techniques are 
able to attain over 99% accuracy on standard databases.  Figure 
1, reproduced from [2], illustrates a portion of the EKG from 
AHA Tape 1209. The authors in [2] report an accuracy of 88.4% 
in recognizing R-peaks from this recording. However, many 
of these methods have been developed for analyzing clinical 
recordings, often made from resting subjects. The EKG signals 
we consider are taken from healthy young male and female 
volunteers, undergoing standard suites of exercises: abdominals, 
elliptical trainers, gauntlet, spin, stair, and taebo. Figure 2 shows 
a portion of the EKG of a healthy young female, Holter recorded 
at 180hz, while the subject undertook strenuous abdominal 
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Fig 1.   A segment of AHA Tape 1209. Dotted lines: cardiologist markings of R-
onset; asterisk, identification of R-peak. After Kadamebe et. al., [2].

exercises. The R-peaks are contaminated with noise of amplitude 
comparable to the strength of the R-wave itself and the methods 
presented in this paper achieve an accuracy of 99.6% on this 
record (this being the  worst performance in the suite of exercises 
tested). We  believe this represents a significant improvement 
in the accuracy of peak identification for records of this type.

II Review of Wavelets

     Wavelets are often used to provide a “multi-resolution 
analysis’, that is, to decompose a signal into “averages”, that 
is, low frequency components, and “details”, higher frequency 
components. This is an iterative process, which can be computed 
as efficiently as an FFT.  Our approach does not require this 
formalism; we only need to resolve a signal until its QRS-wave 
is identified. We employ wavelets as simple linear filters, which 
can then be understood in the traditional language of digital filter 
design: convolution,  FIR filters, phase and frequency response. 
Their application requires no sophisticated algorithms beyond 
convolution, and, in contrast to the multi-resolution approach, we 
do not decimate after applying the filter. This approach follows 
the ‘maximal overlap discrete wavelet transform’ discussed in [3]. 

    The wavelets considered here were constructed by Daubechies 
[4]. They are non-symmetric real FIR filters, with specified 
bandpass properties, optimized for phase response closest to linear, 
typically referred to as the “least asymmetric” compactly supported 
wavelets. They are indexed by two integers, L and j, where L is the 
length of the basic level filter, and j indexes successive levels of 
detail; that is, the bandpass frequency octave of the filter. L must 
be at least 4, and j at least one. The filter s(L)d(j) has length:
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Fig 2.   A segment of EKG from a  healthy young female undertaking strenuous 
abdominal exercises. 

Lj = (2j − 1)(L− 1) + 1
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