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Lecture 2
Sample spaces, conditioning and joint distributions

2.1 Sample spaces and probabilities

Every probability model comes with its sample space (and a probability). It is
often left out of the discussion because all the action is carried out by random
variables, but it always lurks underneath. It is important not only for math-
ematical reasons (those are mostly beyond the scope of these notes) but also
for proper understanding of how probability works. This is particularly true
in the cases where several random quantities co-exist and when conditional
probabilities are used.

The sample space is simply a set, often denoted by Ω, and we interpret
it as the set of all “elementary outcomes”. A typical elementary outcome,
usually denoted by ω, is, conceptually, a precise description of the state of
the world (as far as our model is concerned) and cannot be split any further.
We usually care about events, i.e., collections of such, elementary, outcomes,
and their probabilities. This dry and abstract description is best understood
through examples, so we start from a particularly simple one:

Example 2.1.1. In an experiment where two dice are thrown, the “state
of the world” can be described by two numbers, namely the outcome
of the first die and the outcome of the second die. The pair of these
numbers completely describes the “world” as far as our model is con-
cerned, and the outcome ω = (2, 3) can be considered elementary
because we cannot think of it as composed of several even-more-
elementary outcomesa Therefore, a sample space that describes our
experiment could be

Ω = {(1, 1), (1, 2), . . . , (6, 1),
(2, 1), (2, 2), . . . , (2, 6),
. . .
(6, 1), (6, 2), . . . , (6, 6)}

If we are asked about the probability that the sum of the outcomes on
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the dice is 6, we are really talking about the event A ⊆ Ω, given by

A = {(1, 5), (2, 4), (3, 3), (4, 2), (5, 1)}.

Another event, B could correspond to the outcome on the first die
being equal to 3:

B = {(3, 1), (3, 2), (3, 3), (3, 4), (3, 5), (3, 6)}
aIf we cared not only about the number obtained on each die, but also on the actual

physical distance between the two dice as they land on the table, we would need a
bigger sample space, and the outcome (2, 3) would, indeed, correspond to a set of many
different states of the world.

A sample space is used to properly account for all possible outcomes
of an experiment, but, in order to assign numerical values to their relative
likelihoods, we need the notion of a probability. Probability is simply a way
of assigning a number between 0 and 1 to each event, such that the following
two requirements are met:

1. P[Ω] = 1, and

2. P[A∪ B] = P[A] +P[B], for all pairs1 of events A, B such that A∩ B = ∅.

Two events A and B such that A ∩ B = ∅ are said to be mutually exclusive.
When the sample space is small enough (finite or countable), the only way

to assign a probability to all events is to assign it to elementary outcomes, and
then to “aggregate”. More precisely, each ω ∈ Ω gets a number P[{ω}] ∈
[0, 1], such that

∑
ω∈Ω

P[{ω}] = 1.

Once that is done, we simply define

P[A] = ∑
ω∈A

P[{ω}],

and we immediately satisfy both (1) and (2) from above2

Example 2.1.2. Continuing Example 2.1.1, we decide to assign the
same probability to each elementary outcome. Since there are 36 of

1this should also be required not only for pairs, but also for sequences of events:

P[∪∞
n=1 An] =

∞

∑
n=1

P[An] as long as An ∩ Am = ∅ for n 6= m.

2when the sample space is not countable, the situation is much more complicated, but we
will not go there in these notes.
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them, we must have P[{ω}] = 1
36 . The probability of any event E is

now simply the number of its elements, multiplied by 1
36 . This way,

with A and B as in Example 2.1.1, we have

P[A] = 5
36 and P[B] = 6

36 = 1
6 .

The intersection A ∩ B corresponds to the event “the sum is 6 and the
first die shows 3”. There is only one elementary outcome in A ∩ B,
namely (3, 3), so P[A ∩ B] = 1

36 .

In the context of sample spaces and probabilities, random variables are
functions from Ω to R (most of the time, but other sets, like {♥,♠,♣,♦}
from Example 2.1.2 are used)

Example 2.1.3. Let Ω be as in Example 2.1.1. We can define several
random variables here. For ω ∈ Ω, with ω = (ω1, ω2), we set

X1(ω) = ω1, X2(ω) = ω2, Y(ω) = ω1 + ω2.

so that X1 represents the outcome of the first die, X2 the outcome of
the second, and X1 + X2 their sum. We can be a bit more fancy, and
define

W(ω) =

{
0, if ω1 6= ω2

1, if ω1 = ω2

so that W = 1 only if the two dice show the same number, and 0
otherwise. We note that W is a Bernoulli random variable and that it
is the indicator of the event E = {ω = (ω1, ω2) ∈ Ω : ω1 = ω2}. We
can express this in terms of the already defined random variables as
W = 1{X1=X2}.

As the random variable W in the previous example hints, there is an
equivalence between events (sets of elementary outcomes) and indicators
(random variables which take no values other than 0 or 1). Indeed, for an
event A, we define the random variable 1A by

1A =

{
1, A happened,
0, A did not happen.

or, more formally 1A(ω) =

{
1, if ω ∈ A,
0, if ω 6∈ A.

Conversely for any indicator random variable X, we define the indicated
event A as the set of all elementary outcomes at which X takes the value 1:

A = {ω ∈ Ω : X(ω) = 1}.
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Now that we know that random variables are simply functions on Ω, we
can revisit the notion of a distribution table. The numbers in the top row list
all the values that X takes with positive probabilities, and the numbers in the
bottom row are those probabilities:

x1 x2 x3 . . .
P[X1 = x1] P[X2 = x2] P[X3 = x3] . . . ,

where P[X = x] is the probability of the event “X equals x”, i.e., {ω ∈ Ω :
X(ω) = x}. In other words, we split the sample space Ω into “regions” on
which X takes different values, and compute the probabilities of those “re-
gions”. It is important to realize that the distribution of the random variable
X can be computed once the sample space is known, but that one cannot re-
cover the sample space from the distribution of a random variable in general.
One can think of the distribution of X as the reduced version of the sample
space where only the information about the random variable X is retained.

Example 2.1.4. With Ω and P as in Examples 2.1.1 and 2.1.2, let Y be
the random variable which records the sum on the two dice, i.e.,

Y(ω) = ω1 + ω2 where ω = (ω1, ω2).

To find the distribution table of Y, we first note that the support SY
of Y is 2, 3, 4, . . . , 11, 12. To compute the values in the bottom row, we
need to find the probabilities of events

Ek = {ω = (ω1, ω2) : ω1 + ω2 = k} for k = 2, . . . , 12.

It is not hard to see that, e.g., E4 = {(1, 3), (2, 2), (3, 1)}, and, so
P[E4] = 3/36 = 1/12. Arguing the same way for each Ek, we get
that the distribution of Y looks like this

2 3 4 5 6 7 8 9 10 11 12
1

36
2
36

3
36

4
36

5
36

6
36

5
36

4
36

3
36

2
36

1
36

As mentioned above, the distribution of X does not contain all the
information about Ω. It effectively removes all the mention of separate
dice. If we know that Y = 5, we have no way of knowing whether the
value on the first die was 1, 2, 3 or 4. One can think of the distribution
of Y as a shadow or a projection of the entire sample space.

2.2 Dependence and independence

One of the main differences between random variables and (deterministic or
non-random) quantities is that in the former case the whole is more than the
sum of its parts. What do we mean by that? When two random variables, say
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X and Y, are considered in the same setting, you must specify more than just
their distributions, if you want to compute probabilities that involve both of
them. Here is an example:

Example 2.2.1. Consider the following two situations:

1. We throw two dice, and denote the outcome on the first one by X
and the second one by Y.

2. We throw two dice, and denote the outcome of the first one by X′,
but set Y′ = 7− X′ and forget about the second die.

With Ω and P as in Examples 2.1.1 and 2.1.2, we can define two ran-
dom variables X and Y as follows (as always, an ω ∈ Ω is a pair
(ω1, ω2) of two numbers in {1, 2, . . . , 6}):

X(ω) = ω1, Y(ω) = ω2

To model the second situation, we define X′ and Y′ by

X′(ω) = ω1, Y′(ω) = 7−ω1

All four random variables X, Y, X′ and Y′ have the same distribution,
namely

1 2 3 4 5 6
1
6

1
6

1
6

1
6

1
6

1
6

.

The pairs (X, Y) and (X′, Y′) are, however, very different. In the first
one, if the value of X is revealed, it will not affect our view of the
value of Y. Indeed, the dice are not “connected” in any way (they are
independent in the language of probability). In the second case, the
knowledge of X′ allows us to say what Y′ is without any doubt - it is
7− X′.

This example shows that when more than one random variable is consid-
ered, one needs to obtain additional information about their relationship - not
everything can be deduced only by looking at their individual distributions.

One of the most common forms of relationship two random variables can
have is the one of X and Y from Example 2.2.1 above, i.e., no relationship at
all. More formally, we have the following definition:

Definition 2.2.2. We say that two (discrete) random variables X and Y
are independent if

P[X = x and Y = y] = P[X = x]×P[Y = y],

for all x ∈ SX and all y ∈ SY.
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The same concept can be applied to events, and we say that two events A
and B are independent if

P[A ∩ B] = P[A]×P[B].

The reader should check that the two definitions are compatible, in the sense
that the events A and B are independent if and only if their indicator variables
1A and 1B are.

The notion of independence is central to probability theory (and this
course) because it is relatively easy to spot in real life. If there is no physical
mechanism that ties two events (like the two dice we throw), we are inclined
to declare them independent3. One of the most important tasks in proba-
bilistic modelling is the identification of the (small number of) independent
random variables which serve as building blocks for a big complex system.
You will see many examples of that as we proceed through the course.

Conditional probability

When two random variables are not independent, we still want to know how
the knowledge of the exact value of one of the affects our guesses about the
value of the other. That is what the conditional probability is for. We start
with the definition, and we state it for events first:

Definition 2.2.3. Given events A, B such that P[B] > 0, the conditional
probability P[A|B] of A given B is defined as:

P[A|B] = P[A ∩ B]
P[B]

.

The conditional probability is not defined when P[B] = 0 (otherwise, we
would be computing 0

0 - why?). Every statement in the sequel which involves
conditional probability will be assumed to hold only when P[B] = 0, without
explicit mention.

The conditional probability calculations often use one of the following
two formulas. Both of them use the familiar concept of a partition. If you
forgot what it is, here is the definition:

Definition 2.2.4. A collection A1, A2, . . . , An of events is called a par-
tition of Ω if

3Actually, true independence does not exist in reality, save, perhaps a few quantum-theoretic
phenomena. Even with apparently independent random variables, dependence can sneak in the
most sly of ways. Here is a funny example: a recent survey has found a large correlation between
the sale of diapers and the sale of six-packs of beer across many Walmart stores throughout the
country. At first these two appear independent, but I am sure you can come up with an amusing
story why they should, actually, be quite dependent.
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a) A1 ∪ A2 ∪ . . . An = Ω and

b) Ai ∩ Aj = ∅ for all pairs i, j = 1, . . . , n with i 6= j.

Theorem 2.2.5. Let A1, . . . , An be a partition of Ω, and let B be an event.
Then the following equalities hold:

1. The Law of Total Probability.

P[B] =
n

∑
i=1

P[B|Ai]P[Ai].

2. Bayes Formula. For k = 1, . . . , n, we have

P[Ak|B] =
P[B|Ak]P[Ak]

∑n
i=1 P[B|Ai]P[Ai]

.

Even though the formulas above are stated for finite partitions, they re-
main true when the number of the elements of the partition is countably
infinite4.

Random variables can be substituted for events in the definition of con-
ditional probability as follows: for two random variables X and Y, the con-
ditional probability that X = x, given Y = y (with x and y in respective
supports SX and SY) is given by

P[X = x|Y = y] =
P[X = x and Y = y]

P[Y = y]
.

The formula above produces a different probability distribution for each y.
This is called the conditional distribution of X, given Y = y. We give a
simple example to illustrate this concept.

Example 2.2.6. Let X be the number of heads obtained when two coins
are thrown, and let Y be the indicator of the event that the second coin
shows heads. The distribution of X is binomial with parameters n = 2
and p = 1/2:

X ∼
0 1 2
1
4

1
2

1
4

.

The random variable Y, on the other hand, has the Bernoulli distribu-

4naturally, the finite sums have to be replaced by infinite series.
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tion

Y ∼ 0 1
1
2

1
2

.

What happens to the distribution of X, when we are told that Y = 0,
i.e., that the second coin shows tails? In that case, the quantity P[X =
x|Y = 0] is given by

P[X = 0, Y = 0]
P[Y = 0]

=
P[ the pattern is TT ]

P[Y = 0]
=

1/4
1/2

= 1
2 , for x = 0

P[X = 1, Y = 0]
P[Y = 0]

=
P[ the pattern is HT ]

P[Y = 0]
=

1/4
1/2

= 1
2 , for x = 1

P[X = 2, Y = 0]
P[Y = 0]

=
P[ well, there is no such pattern ]

P[Y = 0]
= 0 , for x = 2.

Thus, the conditional distribution of X, given Y = 0, is

0 1 2
1
2

1
2 0

,

(where we include 2 in the top row for clarity, even though it is no
longer in the (conditional) support of X when Y = 0). A similar cal-
culation can be used to get the conditional distribution of X, but now
given that Y = 1, is

0 1 2
0 1

2
1
2

.

The moral of the story is that the additional information contained in
Y can alter our views about the unknown value of X using the concept
of conditional probability.

One final remark about the relationship between independence and con-
ditional probability: suppose that the random variables X and Y are inde-
pendent. Then the knowledge of Y should not affect how we think about X;
indeed, then

P[X = x|Y = y] =
P[X = x, Y = y]

P[Y = y]
=

P[X = x]P[Y = y]
P[Y = y]

= P[X = x].

The conditional distribution does not depend on y, and coincides with the
unconditional one.

The notion of independence for two random variables can easily be gen-
eralized to larger collections
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Definition 2.2.7. Random variables X1, X2, . . . , Xn are said to be inde-
pendent if

P[X1 = x1, X2 = x2, . . . Xn = xn] =

= P[X1 = x1]×P[X2 = x2]× · · · ×P[Xn = xn],

for all x1, x2, . . . , xn.

An infinite collection of random variables is said to be independent if
all of its finite subcollections are independent.

Independence is often used in the following way:

Proposition 2.2.8. Let X1, . . . , Xn be independent random variables. Then

1. the random variables Y1 = g1(X1), . . . , Yn = gn(Xn) are also indepen-
dent for (practically) all functions g1, . . . , gn,

2. provided all the expectations are defined, we have

E[X1 . . . Xn] = E[X1]× · · · ×E[Xn], and

3. if the variances of X1, . . . , Xn are defined, then

Var[X1 + · · ·+ Xn] = Var[X1] + · · ·+ Var[Xn].

Equivalently

Cov[Xi, Xj] = E[(X1 −E[X1])(X2 −E[X2])] = 0,

for all i 6= j ∈ {1, 2, . . . , n}.

Remark 2.2.9. The last statement says that independent random variables are
uncorrelated. The converse is not true. There are uncorrelated random vari-
ables which are not independent.

When several random variables (X1, X2, . . . Xn) are considered in the same
setting, we often group them together into a random vector. The (joint)
distribution of the random vector X = (X1, . . . , Xn) is the collection of all
probabilities of the form

P[X1 = x1, X2 = x2, . . . , Xn = xn],

when x1, x2, . . . , xn range through all numbers in the appropriate supports.
Unlike in the case of a single random variable, writing down the distributions
of random vectors in tables is a bit more difficult. In the two-dimensional
case, one would needs to fill in an entire matrix. If the supports of the random
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variables X and Y are SX = {x1, x2, . . . } and SY = {y1, y2, . . . }, the joint
distribution table of the random vector (X, Y) is given by

x1 x2 . . .
y1 P[X = x1, Y = y1] P[X = x2, Y = Y1] . . .
y2 P[X = x1, Y = y2] P[X = x2, Y = Y2] . . .

...
...

...
. . .

In higher dimensions, however, some sort of a hologram would be the only
hope, so we usually do not write down joint distributions of three or more
random variables.

The distributions of the components X1, . . . , Xn of the random vector X
are called the marginal distributions of the random variables X1, . . . , Xn.
When we want to stress the fact that the random variables X1, . . . , Xn are a
part of the same random vector, we call the distribution of X the joint dis-
tribution of X1, . . . , Xn. It is important to note that, unless random variables
X1, . . . , Xn are a priori known to be independent, the joint distribution holds
more information about X than all marginal distributions together.

Example 2.2.10. Using the setting of Examples 2.1.1 and 2.1.2, we let
X and Y be the random variables which denote the outcomes of the
two dice. P[X = x, Y = y] = 1/36 for any x, y ∈ {1, 2, . . . , 6}, the joint
distribution table of (X, Y) looks like this

1 2 3 4 5 6
1 1/36 1/36 1/36 1/36 1/36 1/36

2 1/36 1/36 1/36 1/36 1/36 1/36

3 1/36 1/36 1/36 1/36 1/36 1/36

4 1/36 1/36 1/36 1/36 1/36 1/36

5 1/36 1/36 1/36 1/36 1/36 1/36

6 1/36 1/36 1/36 1/36 1/36 1/36

The situation becomes more interesting when we add another random
variable, Z, which stands for the sum of the numbers on two dies. It
is not hard to see that the joint distribution table of (X, Z) now looks
like this:

2 3 4 5 6 7 8 9 10 11 12
1 1/36 1/36 1/36 1/36 1/36 1/36 0 0 0 0 0
2 0 1/36 1/36 1/36 1/36 1/36 1/36 0 0 0 0
3 0 0 1/36 1/36 1/36 1/36 1/36 1/36 0 0 0
4 0 0 0 1/36 1/36 1/36 1/36 1/36 1/36 0 0
5 0 0 0 0 1/36 1/36 1/36 1/36 1/36 1/36 0
6 0 0 0 0 0 1/36 1/36 1/36 1/36 1/36 1/36
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Going from the joint distribution of the random vector (X1, X2, . . . , Xn)
to individual (called marginal) distributions of X1, X2, . . . , Xn is easy. To
compute P[X1 = x] we need to sum P[X1 = x, X2 = x2, . . . , Xn = xn], over all
combinations (x2, . . . , xn) where x2, . . . , xn range through all possible values
X2, . . . , Xn can take.

Example 2.2.11. Continuing the previous example, let us re-compute
the marginal distributions of X, Y and Z, using their joint distribution
tables. For X we sum the probabilities in each row in in the joint
distribution table of (X, Y) to obtain the expected result

1 2 3 4 5 6
1/6 1/6 1/6 1/6 1/6 1/6

The same table is obtained for the marginal distribution of Y (even
though we sum over columns this time). For the marginal distribu-
tion of Z, we use the joint distribution table for (X, Z) and sum over
columns:

2 3 4 5 6 7 8 9 10 11 12
1/36 2/36 3/36 4/36 5/36 6/36 5/36 4/36 3/36 2/36 1/36

Once the distribution table of a random vector (X1, . . . , Xn) is given, we
can compute (in theory) the probability of any event concerning the random
variables X1, . . . , Xn, by simply summing over the set of appropriate entries
in the joint distribution.

Example 2.2.12. We continue with random variables X, Y and Z de-
fined above and ask the following question: what is the probability
that two dice have the same outcome? In other words, we are inter-
ested in P[X1 = X2]? The entries in the table corresponding to this
event are boxed:

1 2 3 4 5 6
1 1/36 1/36 1/36 1/36 1/36 1/36

2 1/36 1/36 1/36 1/36 1/36 1/36

3 1/36 1/36 1/36 1/36 1/36 1/36

4 1/36 1/36 1/36 1/36 1/36 1/36

5 1/36 1/36 1/36 1/36 1/36 1/36

6 1/36 1/36 1/36 1/36 1/36 1/36

,

so that

P[X = Y] = 1/36 + 1/36 + 1/36 + 1/36 + 1/36 + 1/36 = 1/6.
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Finally, joint distributions can be used to compute various conditional
probabilities and distributions:

Example 2.2.13. In the setting of the examples above, let us compute
the conditional probability of X = 2, given Z = 4. By definition,

P[X = 2|Z = 4] = P[X=2,Z=4]
P[Z=4] ,

which is nothing but the quotient of the entry P[X = 2, Z = 4] in the
joint distribution table of the pair (X, Z), and the entry P[Z = 4] in
the marginal distribution of Z. Taking the first number of the (second)
table in Example 2.2.10, and the second one from the (second) table in
Example 2.2.11, we easily compute

P[X = 2|Z = 4] = 1/36
3/36 = 1

3 .

If we were interested in the entire conditional distribution of X, given
Z = 4, we would simply extract the entire third column from the
second table in Example 2.2.10, and divide each entry by P[Z = 4] =
3

36 to obtain the following conditional distribution table for X, given
Z = 4:

1 2 3 4 5 6
1/3 1/3 1/3 0 0 0 .

If we leave out the entries with probability 0, as we normally do, this
can be (equivalently) written as

1 2 3
1/3 1/3 1/3

2.3 Problems

Problem 2.3.1. Two coins are tossed and a (6-sided) die is rolled. Describe
an appropriate sample space, together with the probability, on which such
a situation can be modeled. Find the distribution of the random variable
whose value is the sum of the number on the die and the total number of
heads.

Problem 2.3.2. Let Y1 and Y2 be independent binomial b(n, p) random vari-
ables. The support of Y1 + Y2 is

(a) {0, 1, 2, . . . , n}

(b) {0, 1, 2, . . . , 2n}
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(c) {0, 1, 2, . . . , n2}

(d) {n + 1, n + 2, . . . , n2}

(e) none of the above

Problem 2.3.3. Let A be an event. Then A and Ac are independent

(a) always

(b) if A and Ac are mutually exclusive

(c) if P[A] = 0 or P[A] = 1

(d) if 0 < P[A] < 1

(e) none of the above

Problem 2.3.4. Let Y1 and Y2 be random variables with distributions

Y1 ∼
1 2 3 4

1/4 1/4 1/4 1/4 and Y2 ∼
1 2

1/2 1/2 .

Then

(a) Y1 + Y2 ∼
2 3 4 5 6

1/8 1/4 1/4 1/4 1/8

(b) SY1+Y2 = SY1 ∪ SY2

(c) Y1 is binomially distributed

(d) the events {Y1 = 1} and {Y2 = 2} are mutually exclusive

(e) none of the above

Problem 2.3.5. For each of the following statements, state whether it is true
or false

1. Let A denote the event that a randomly chosen family has children of both
genders, and let B denote the event that a family has at most one boy.
Assume that the genders of the children are equally likely and mutually
independent and that a family has three children. Then, the events A and
B are independent.
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2. Two dice are rolled. The events

A = { the outcome of the first die is (strictly) smaller
than the outcome on the second die.}

and
B = { the outcome of the first die is even}.

Then A and B are independent.

3. If events E and F are independent, then their complements Ec and Fc are
independent as well.

Problem 2.3.6. In Country X, the latest census has revealed the following:

• 40% of the population exercise regularly,

• 30% own a dog,

• 20% like cauliflower,

• 60% of all dog owners exercise regularly

• 10% own a dog and like cauliflower.

• 4% exercise regularly, own a dog and like cauliflower.

1. Draw a Venn diagram and represent all the assumptions above using
probabilities and the set notation.

2. A person is selected at random. Compute the probability that he/she is a
dog owner who does not exercise regularly.

3. If it is known that the randomly selected person either likes cauliflower
or owns a dog (or both), what is the probability that he/she exercises
regularly, owns a dog and likes cauliflower?

Problem 2.3.7. Three unbiased coins are tossed one after another. If it is
known that two of them have different outcomes, what is the probability that
the outcomes of the first two are different?

Problem 2.3.8. Four balls are drawn (without replacement) from a box which
contains 4 black and 5 red balls. Given that the four drawn balls were not all
of the same color, what is the probability that there were exactly two balls of
each color among the four.
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Problem 2.3.9. Two boxes are given. The first one contains 3 blue balls, 4 red
balls and 2 green balls. The second one is empty. We start by picking a ball
from the first box (all balls are equally likely to be picked):

• If its color is red, we return it to the first box, pick again, and place the
picked ball into the second box.

• If its color is blue or green, we place it directly into the second box.

Given that the ball in the second box is blue, what is the probability that the
first ball we picked from the first box was red?

Problem 2.3.10. A fair (6-sided) die is thrown and its outcome is denoted by
X. After that, X independent fair coins are tossed and the number of heads
obtained is denoted by Y. Compute:

1. P[Y = 6|X = 5],

2. P[X = 5|Y = 6],

3. P[Y = 5|X = 6], and

4. P[X = 6|Y = 5].

Problem 2.3.11. A fair coin is tossed 3 times. Let the random variable X
stand for the number of heads (H) in the first two of the three coin tosses,
and let Y stand for the number of tails (T) in the last two of the three coin
tosses.

(a) what is the outcome space associated with the above procedure?

(b) Write down the joint-distribution table of the random pair (X, Y)

(c) Find the marginal distribution of Y.

(d) Determine the conditional distribution of X, given Y = 1.

(e) Find the distribution of Z = X + Y.

(f) What is the distribution of W = (Z− 2)2?

Problem 2.3.12. (*) A (6-sided) die is thrown and the number shown is writ-
ten down (call it X). After that, a biased coin with the probability of heads
equal to 1/(X + 1) is tossed until the first heads appears.

1. Find the distribution (the pmf) and the expected value of the number of
tosses.

2. Suppose that the number of tosses it took to get heads was observed, and
it turned out to be equal to 5. The number on the die, on the other hand,
is not known. What is the most likely number on the die? Note: You may
want to use a calculator or a computer here.
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